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Abstract

We describe the application of learining with neural networks and support
vector machines on different data sets. We report high results for hepatitis,
sonar, and ionosphere, fail completely with a eye tracking data set, and for
a natural language learning data set, after desastrous classification rates with
more conventional kernel methods, MLPs, and others, we obtain good results
with custom kernels that take into account the discrete nature of features. We
conclude that the use of learning methods differed very much over data sets.
At last, we present a method of unsupervised feature selection based on the
unmixing matrix of ICA, which we found promising.
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1 UCI data sets

The following experiments were performed on three machine learning data sets of
UCI1. The configuration of the neural network used in the following classifications
was as follows:

• MLP (Matlab Neural Network Toolbox) with one layer of hiddenneurons

• We experimented with tansig and sine activation functions for hiddens and
used thresholded linear activation functions for the outputs.

• Test sets were pseudo randomized with class frequencies controlled by a
Kolmogorov-Smirnov test, which ensured a similar stratification to rest of
the data wrt. targets.

• Number of hidden neurons determined by hill-climbing.

Values were set to average 0, standard deviation 1. Outlierswere set to class mean.
We found it of possible consequence, not to equalize outliers with on of the existing
values (as per median) and not to falsify the data or make it artificially easier (or
harder) by setting them to the most frequent feature value byclass. Experiments
reported were validated by 10-fold cross-validation.

On the hepatitis data set, wIth one hidden neuron we reached 95.00% with a
sigmoidal function and 94.37% with the sine function. We didmuch less tests with
leave-one-out and did not get such superior values as with 10-fold cross-validation.
On average all four cells were very similar.

As for Sonar, we tried extensively twelve and twenty two units in the hid-
den layer, which corresponded to local minima of performance as function of hid-
den neurons. With sigmoid and twenty two hidden neurons, accuracy peaked at
92.86%, and sine 94.29%.

Five hidden neurons on the Ionosphere data set (feature two removed, because
of too many missing values) gave us 95.14% and 86.00% accuracy, for sigmoid
and sine functions, respectively.

We tried out a combination of out of the bag machine learning algorithms with
different parameters in YALE2 but were surprised to find no performance that came
close to ours in rate of correct classification, surmise however this might be due to
lacking tuning of hyperparameters.

2 Eye tracking data

By experiment we obtained eye-tracking data of twenty-eight humans watching
gray scale images in free viewing conditions. The same 262 images had before

1http://www.ics.uci.edu/∼mlearn/MLSummary.html
2Developed at the university of Dortmund. Project site:

http://sourceforge.net/projects/yale

http://www.ics.uci.edu/~mlearn/MLSummary.html
http://sourceforge.net/projects/yale
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been shown to three rhesus macaque monkeys in a study conducted under the su-
pervision of Charles Gray at the Montana State University.

In a comparison between human and monkey eye-tracking data we found that
influences of luminance and texture contrasts were increased in humans, the effect
varying however in different image categories. The most obvious differences we
found for eye movements: monkeys tended to look rather down than up and made
faster, wider, and longer lasting saccades as compared to humans. Feature values at
fixated spots tended to have higher variance and be more emphasized in extremes
in monkeys than humans and A bootstrap sampling of monkey andhuman fixation
locations showed that correlations of monkey fixation maps and human fixation
maps on the same images were not significantly higher than a baseline of two
different random human participant fixation maps.(Auffarth, 2006)

The current report investigates the possibility of automatic classification of the
data into humans and monkeys, and of classification among individuals. We will
further investigate which features of the eye tracking dataare suited best for such
an endeavor. The research question will be whether it is possible to distinguish
observers of images by bottom-up data of their eye movementsand if it is which
features prove most important for distinction.

2.1 Data set

Eye tracking data were first converted from EDF using self-made routines and
compiled into a matrix that included for all fixations the X and Y coordinates, the
calibration values, the pre-trial drift correction, start-time, stop-time, participant
index, fixation number within trial, and image index.

The data were restricted to a time window of 3000ms after stimulus onset and
human fixations that had a calibration error above 0.3◦ of visual angle (VA)3 or that
were succeeded by a drift correction of two standard deviations above the median4

were discarded.5 We always took fixations of the eye that was better calibrated.
Further added were image features at fixation points, namelyluminance con-

trast and texture contrast. Feature contrasts at fixation points were computed using
a gaussian distributed weighted neighborhood function forcorrection of calibra-
tion errors, which were≤ 0.3◦ VA for humans, but unknown and possibly as high
as 1◦ VA for monkeys. This was to ensure a better comparability of feature con-
trasts, it shifted and slightly smoothed the histograms of feature distributions, and
is more sophisticated method of measurement than simply taking feature contrast
at fixation points as done in many studies, taking the mean or median of a patch, or
taking the maximum in a patch (cf. (Tatler, Baddeley, & Gilchrist, 2005)).

3One degree of visual angle in the center of the image corresponded to approximately 25 pixels.
4We found that most of our distributions, the median and the mean were different, i.e. they were

skewed curves. Therefore we preferred the median to the meanin order to reduce the influence of
outliers.

57.42 percent of fixations exceeded the calibration error threshold and the drift correction thresh-
old was exceeded in 2.97 percent of fixations.
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For feature analysis, in order to eliminate the effect of image boundaries, we
had to cut off fixations that were too close to the border. Additionally, for many of
the images, black borders extended to roughly 10 pixels. Therefore, in the case of
luminance contrast we cut off at fixations that came within 30 pixels to the border,
in the case of texture contrast, we chose to cut off 95 border pixels.

The definitions for outliers led to removal of about 2200 datapoints and a
remainder of 51432. For the classification task at hand we recompiled the data and
arrived at the following set of attributes that seemed promising for a start:

1 xdiff – the movements on the abscissa between fixations in pixel

2 ydiff – the movements on the ordinate between fixations in pixel

3 duration of fixations in msecs

4 duration of saccade to target in msec

5 speed of saccade to target

( √
xdi f f 2+ydi f f 2

duration
pixel
msec

)

6 luminance contrast at fixation6

7 texture contrast at fixation7

We decided to match saccade movements directed towards a target – as op-
posed to from target – with fixation duration and contrast values. As for saccade
movements, values for first fixations on an image were set to zero.

Luminance contrast and texture contrast were image-wise standardized by sub-
tracting the population mean and then dividing the difference by the population
standard deviation in order to eliminate biases due to different image sets in the ex-
periments as an alternative to normalizing by control contrasts, with the advantage
of making the analysis independent of images and focusing onindividual differ-
ences.

2.2 Classification

Data transformation, normalization, and training of a multilayer perceptron were
performed using functions from the neural networks toolboxfor M (Math
Works, Inc., Mass., release 14, version 7.0.0.19901). For training, patterns were
normalized to zero mean and variance one. The network had onelayer of hid-
den neurons having a tan-sigmoidal transfer function, the number of which was

6Luminance contrast was defined as variance of luminance within a patch (rectangular for practi-
cal purposes) of size 1◦ VA divided by the mean intensity of the image. (Reinagel & Zador, 1999)

7By the definition given in (Einhäuser, Kruse, Hoffman, & König, 2006), texture contrast is the
luminance contrast of the luminance contrast of an image. Itwas calculated from patches of five
degrees on a luminance map of one degree, because the effect of texture contrast characteristically
extended to that size.
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determined prior to experiment by pragmatic gradient descent of accuracy. Ordi-
nals of targets were coded in bipolar gray code8 linear output neurons, which were
thresholded.9

10-fold crossvalidation containing pseudo-randomized data sets, with the test
size corresponding to roughly one tenth of the data points. The Kolmogorov-
Smirnov test at significance level of one percent was used to ensure a similar
stratification of test and training sets and stability of results.10 The Levenberg-
Marquardt algorithm was applied for adaption of weights.

2.2.1 Human vs monkeys

A problem in the classification was highly unequal data sizesresulting in a skewed
binary classification in the case of humans and monkeys (appr. 0.95/0.05). With
different normalizations, e.g. within the range of [−1; 1], accuracy did not exceed
significantly the baseline of 0.95.

(Lee, 2000) tested noisy over-sampling of the rare class with promising results.
Random sampling of the data prior to training to equal class distribution yielded an
accuracy of about only 0.68 of the redundant data for up-sampling (with replace-
ment), while sub-sampling (without replacement) yielded 0.78 on average (mean)
of 100 samples (15 hidden neurons), indicating the trainingtask was non-trivial.
(Lisboa, Vellido, & Wong, 2000) proposed marginalization of the class prior for
skewed however, we did not find significant improvement by application. Recall
rates remained at very low levels.

We continued training on the data mining environment YALE and used support
vector machine that had a radial basis function as its kernel. Performance was at
88.61% on the full data set (F-measure of 92.97%). Training and 10-fold cross
validation took 6 hours on a 1.2GHz Power PC G4 with 768 MB RAM running
MacOS X, so we decided feature selection was not a feasible option in this con-
figuration. However as the confusion matrix shows, results with values of 0.88
accuracy and 0,92 f-measure were far from optimal (lower than 5% accuracy for
monkeys).

True: Humans Monkeys
Humans 45450 2593
Monkeys 3261 128

Table 1: Confusion Matrix

8Gray code with−1 instead of 0.
9As for the classification human/monkeys this obviously did not account for anything more then

setting values to−1 and 1 for the two classes respectively. For other experiments, the distance within
the classes was thought to be of importance.

10We hold this to be a novelty. The KS-test was used to determinewhether probability distributions
underlying the test and training/validation sets differed significantly. This resulted in very similar
distributed sets.
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2.2.2 Individual subjects

Our eye tracking data included twenty-eight human participants and three rhesus
macaque monkeys. We tested whether it was possible to distinguish between eye
traces and visual preferences of individuals. We tested theconfiguration of the
neural network as described above with numerical identifiers of the thirty-one in-
dividuals.

Training support vector machines in Yale optimizing accuracy as yielded 6.31%
accuracy, with subject 5 at 33.42% and 24 at 0.62% of all predictions. In this clas-
sification task we could achieve results that were above chance level, however did
not exceed the fraction of the most frequent participant, i.e. we could not distin-
guish participants of the experiments to a satisfying degree.

2.3 Conclusions

The present study provided a valuable extension and confirmation of prior research
(as presented in (Auffarth, 2006)). We could not demonstrate convincingly that
human and rhesus macaque eye movements differed enough to allow a supervised
classification.

3 ACE relation mentions

ACE11 is a research program, sponsored by the US government, in automatic con-
tent extraction technology for Arabic, Chinese, English, and Spanish. One of the
ACE 06 subtasks, related to relation extraction consists inthe recognition and clas-
sification of relation mentions (relations detection and recognition, RDR) within
the ACE documents, which will be addressed in this report.

The entity types are ART, GEN-AFF, ORG-AFF, PART-WHOLE, PER-SOC,
PHYS. A relation mention in ACE is a sentence or phrase that expresses the rela-
tion between two name entities (NE). Both entities involvedin the relation must
be mentioned in the sentence (i.e. there is no across-sentence processing). The
sentence “Peter and his daughter, Jane, will go to the cinema“ is a relation mention
of the type “family“ involving two entity mentions “Peter“ and “Jane“. Some rela-
tions are symmetric (e.g. “family“), some assymetric (e.g.
< GeorgeBush, France > as “physical located relation“).

Evaluation for the RDR task is based on entities, temporal arguments, and val-
ues. The English resources of the ACE system training and evaluation corpora,
respectively, consist of the following sources: (NIST, 2006)

11short forAutomatedContentExtraction
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Source training size(103) evaluation size(103)
Broadcast News 60 10

Broadcast Conversations 45 7.5
Newswire 60 10
Weblog 45 7.5
Usenet 45 7.5

Conversational Telephone Speech 45 7.5

We used the SVMTool(Giménez & Màrquez, 2004)12 as a POS tagger, BIOs(Mihai Sur-
deanu & Comelles, 2005)13 as a Chunker, SwiRL(Màrquez, Surdeanu, Comas, &
Turmo, 2005)14 as a semantic role labeller, and MALT(Nivre, J., Hall, Nilsson,
& Marinov, 2006)15 as a dependency parser in order to first annotate all words
in the corpus. Then we extracted combinations of name entities in sentences
together with extracted annotations for training of an SVM in YALE(Mierswa,
Wurst, Klinkenberg, Scholz, & Euler, 2006)16 for classifications of targets ex-
tracted from the ACE training, searching for a good f-measure on feature selection.

Many preliminary experiments with a configuration of word, POS, chunk, SR,
DP, and several bigrams on feature selection gave performances peeking at around
60% with k-nearest neighbor. We tried and compared many runsof feature re-
duction in YALE with mostly kNN as a wrapper in 5-fold cross-validation. E.g.
k = 5 resulted in a reduced set of six features that yielded 61% accuracy (with
good balance between the different targets) on the type classification task (without
subtypes).

We chose the following feature representation:
Index position in text features
1–5 arg1 word,POS,chunk,SR,DP
6–10 arg2 word,POS,chunk,SR,DP
11–22 For three positions to the left ofarg1 POS,chunk,SR,DP
23–24 left ofarg1 bigrams
25–64 betweenarg1 andarg2 8 positions word,POS,chunk,SR,DP
65–76 right ofarg2, 3 positions POS,chunk,SR,DP
77–78 right ofarg2 bigrams
79–85 betweenarg1 andarg2 bigrams
86 betweenarg1 andarg2 first bigram
87 betweenarg1 andarg2 second bigram

We extensively tested a myriad of parameters for SVM, such askernel func-
tions, c, and different programs, in different feature combinations with results
around 17% and peaking at 20% accuracy levels, until a customkernel work-
ing with SVM light17(Joachims, 1999), that combined arguments and bigrams did
miraculous work and catapulted us to around 70% accuracy and70% f-measure.

12SVMTool: http://www.lsi.upc.edu/∼nlp/SVMTool/
13BIOs: http://www.lsi.upc.edu/∼surdeanu/bios.html
14SwiRL: http://www.lsi.upc.edu/∼surdeanu/swirl.html
15MALT: http://w3.msi.vxu.se/∼nivre/research/MaltParser.html
16Developed at the university of Dortmund, managed by Ingo Mierswa. Project site:

http://sourceforge.net/projects/yale
17http://svmlight.joachims.org/

http://www.lsi.upc.edu/~nlp/SVMTool/
http://www.lsi.upc.edu/~surdeanu/bios.html
http://www.lsi.upc.edu/~surdeanu/swirl.html
http://w3.msi.vxu.se/~nivre/research/MaltParser.html
http://sourceforge.net/projects/yale
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We began experimenting with custom kernels (andc = 1) using an argument
kernel (Karg) and reached 70.4% accuracy, 68.3% f-measure. Adding bigrams on
left, right, and first and last bigrams in the middle, 70.9% accuracy, 70.47% pre-
cision 68.17% recall, 69% f-measure was yielded. We reducedthe bigram kernel
to first and last in the middle (Kb) and reached 71.7% accuracy, 70% f-measure,
precision 71.3%, and recall 60.6%. Even long experimentation did not result in
better accuracy than 71.7%.

4 Variable selection

Feature selection or weighting is inherently dependent on the model for which they
are used and on the target for classification. Therefore, wrapper approaches that
work in combination with the model seemed best suited. As we are employing
a neural network different combinations of features are fed to a network model,
the resulting capacity for classification of targets is evaluated.Forward selection,
starting from a set of zero features and in each step always adding the best per-
forming next feature to the set, is the most simple procedurefor feature selection.
The forward-backward algorithm proceeds by making an initial guess of the pa-
rameters (which may well be entirely wrong) and then refiningit by assessing its
worth, and attempting to reduce the errors it provokes when fitted to the given data
(e.g. (Rossi, Lendasse, Francois, Wertz, & Verleysen, 2006)). Both forward and
forward-backward algorithms perform a kind of gradient descent and as such suffer
intrinsically from the problem of local optima.

We implemented a heuristics that we hoped would incorporatethe simplicity
of forward selection, while reducing the complexities of feature combinations. We
computed independent components from the attributes, and used the correlation
coefficient of the mixing matrixA for a selection heuristics that would start from
the variable with the minimum absolute correlation of additive latent subcompo-
nents with other variables. Then in turn it would select variables that minimize
the product of absolute correlation of component composition to variables previ-
ously chosen and absolute correlation to all other variables. Intuitively, the first
factor corresponds to maximizing distances between different features and to op-
timizing within-cluster similarity, while the second gives an absolute measure of
the independence of a feature. This way we had a one-shot bestguess of feature
combinations and could compare it to other combinations.

We tried this feature selection with various sets and found good results. We
took ICA for computation of latent variables, because of itsrelatively easy decom-
position based on linear independence. We suggest, other methods, e.g. nonlinear
methods such as Nonlinear Principal Components Analysis, that give a unmixing
matrix A could give also good results.
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5 Conclusions

We played with several data sets and ideas around neural networks, learning, and
feature selection. We found great differences with respect to applicability of meth-
ods to different data sets. For some data linear kernels, coincidence kernels, or
even k-NN work surprisingly well. Supervised learning should always follow a
data analysis.
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